LI .NET User Group Talk: “The Cost and Value of IT”
Failures within and between applications cost money, lost productivity, and even loss of morale within and outside IT. What happens following a failure determines if the impact is relativity minor or a disaster costing significant dollars and possibly loss of jobs, contracts, and future opportunities. (“We’re in the shirt business, remember”)?
What happens next is what this talk is about. In an ideal scenario, the right people are notified by the exception event with all the information relative to the error (who, what, when, where, and why). In the worst case, the most highly skilled (and compensated) programmers are called upon to find the cause of an exception armed with little more than “something broke”. Maybe the notification is an hour later, a day later, or maybe when a quarterly report reflects numbers that “can’t possibly be right”. Maybe the error is easily reproducible – maybe it’s not. “Open the pod doors, Watson.”. Developers or Firefighters?

Whether you’re an ISV, a consultant, or an IT staffer, there are simple, cost-effective steps we can take during and after the development process to minimize the impact of failure, free us to focus more on new development, and improve the bottom line by reducing the cost of ownership.
Survey of members of the LI .NET User Group
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What is your primary form of development?
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Matt Fritz and Tom Demola will be facilitating the meeting with samples of what has worked for them and some mini case studies of when not doing these things causes companies problems. Please bring ideas to share on what works for you and let’s compare notes!
Four Proposals
· Robust Activity Logging

· Smarter Notification

· The Value of Asynchronous Messaging
· Locking down external user-manipulated data
Yesteryear’s Environment (pre-1990’s) – Simplified
· One OS with upgrades every 5-10 years

· One dev language (RPG/COBOL) with updates every 5-10 years. 

· Non-distributed business logic 
· One data source type (VSAM, DB2 (maybe)…

· No internet, mobile devices, or vendor servers. Data exchanges largely by flat file via batch processes 
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Today’s Environment - Simplified
· May have a ‘big iron’ system-of-record (iSeries/JDE/SAP…) but it no longer generates all business data (business logic external to the system-of-record). aka “distributed computing”
· Probably has a collection of vendor and in-house mission-critical apps/servers. Vendor and in-house apps written over time against different OS’s & SP’s, against different data source types, in different languages/versions with varying degrees of quality and documentation.

· Server and client apps interact with system-of-record in real time or work with data with snapshots. (Mobile/off-line). They also update the system-of-record using logic external to the system of record. 
· Increasingly users are editing data using their own logic and then want to update systems-of-record (i.e., Excel).
[image: image3.jpg]



The Industry Response to More Complex/Distributed Environments
All the major vendors have a “Business Process Management” (BPM) or Middleware solution designed to manage workflow, validation, transformation, notification, and very long running asynchronous communication between a few to thousands of processes. The vendors have built in all the tools and best practices. There are communities offering templates and patterns, white papers, tutorials, and class room instruction.
Why not us such a tool? If we don’t use these tools aren’t we reinventing their pieces and parts – and probably not as well as these vendors?

Why Many Will Kick the Tires - but Few will Implement
· Professional-grade middleware is a significant investment in licensing, hardware, and “niche/specialized” development skills. 
· Middleware is internal plumbing and internal plumbing ain’t sexy. Business Intelligence is sexy. A new website is sexy. A new mobile device is sexy. Middleware? Not so much.

· Every company with more than two computers is already doing middleware. It may be sneaker netting, it may be blindly throwing flat files over a wall, or it may be more sophisticated – but it’s doing something to manage data flow between systems. How do you convince a business that it needs to spend 6 months and $150,000 dollars to do what it does every day but “better?
· Will there be fewer errors? Depends on the quality of the implementation. What if the implementation is weak and introduces more and/or different problems?

MS BizTalk from 30,000 Feet
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WebSphere MQ (IBM): http://www-01.ibm.com/software/integration/wmq/
Java Message Service: http://en.wikipedia.org/wiki/Java_Message_Service
WCF and MSMQ: http://msdn.microsoft.com/en-us/library/ms789008.aspx
Things we can do at minimal cost yielding maximum return
What can we do, at reasonable cost, to minimize exceptions and the time and cost of troubleshooting when exceptions occur?
Four Proposals 

· Robust Activity/Exception Logging with Smarter Notification

· Validating Imported Data (protecting the data stores)

· Asynchronous Messaging
· Locking down external user-manipulated data (i.e., Excel)

Topics for another day…
The cost and value of IT is a HUGE topic with at least as many solutions as there are problems. This talk addresses only a slice of this broad topic. Topics for further discussion might include…

· Windows Workflow Foundation

· Document workflow in SharePoint

· The Enterprise Library Logging Application Block
· http://msdn.microsoft.com/en-us/library/ff647240.aspx
· WCF/MSMQ

· Robust Q/A testing, stress testing, technical documentation, and on and on…
Activity Logging 
Providing comprehensive activity logging is the core service. The more a technician knows up front, the less time needed to research exceptions, and research time is 90% of troubleshooting time (generalizing based on complexity of solution needed). 
Two Types of Activity Log Messages: Business Events and Exception Events. 

A business event is normal activity logging what did and did not happen during normal operation. These log records are usually logged from inside the TRY or FINALLY blocks.

· The user did this or that or entered this value or cancelled an operation

· Most useful for unattended apps (i.e., a windows service app, an IVR system…)
· Can confirm or deny what a user/system did and did not do 
An exception event is a runtime exception logged from inside the CATCH block

· Folder does not exist, no permission, object reference not found…

· What percentages of errors occur when an app attempts to access a resource external to itself as opposed to errors within the app’s logic? I’m guessing the 80/20 rule applies.

Good logging should tell a story: The user did this, the system responded with that, then user entered this value and the system queried that database, updated these UI controls, then the user selected this value from that control and pressed enter and then EXCEPTION.

- OR –

The user swears he/she entered account number 123696 and they know that account exists so your program is broken but the log says they entered 123969. Twelve times! (The value of logging business activity).

Suggested Contents of Log Messages

· WHO: User/Account (a ‘real’ person or domain account process is running under)
· WHAT: Business/Technical DATA (state) - XML format?

· WHEN: The date/time of the incident and the date/time the incident was logged

· WHERE: Domain, Machine, Assembly Name, Class, Method, Stack Trace Info (XML)?
· WHY: Exception Message(s) AND Business Messages

Example of an Activity Message

	WHO
	User
	System or User Account Name

	WHEN
	Event Time

Log Time
	Time of event within app

Time event posted to log

	WHERE
	Domain

Machine

Assembly Name
Class Name

Method Name
	hedgehog
Server or client/desktop name
myCoolAssembly.dll

myCoolClass

UserLogin

	WHAT
	Params and Values


	Param1=”dgalvez”, Param2=”hheghogRules”, param3=’Y’

	WHY
	Message
	“User dgalvez logged in successfully”
“User dgalvez attempted to log in with invalid password”




Example of an Exception Message

	WHO
	User
	System or User Account Name

	WHEN
	Event Time

Log Time
	Time of event within app

Time event posted to log

	WHERE
	Domain

Machine

Assembly Name

Class Name

Method Name
	hedgehog

Server or client/desktop name

myCoolAssembly.dll

myCoolClass

UserLogin

	WHAT
	Params and Values


	UserName=”dgalvez”, Password=”hheghogRules”, StayOn=’Y’

	WHY
	Message
	“Login failed for user [system account name] in sqlAssmebly.dll:SQLFunctions:SQLOpenConnection” 



We’ve captured the log data. Now where to store it?

Log Format/Storage Options

· Text File

· Doesn’t lend itself well to querying/sorting/filtering
· Where should the text file live? Locally? On another machine?
· Windows Event Log

· Robust but sill a propriety format
· Log to the local log or another machine? (Is that possible)? What if the other machine is not available?

· Database

· Most flexible but always available? What about connection time issues?
· Propriety / Other?

ACTIVITY LOGGING TO A DATABASE VIA ASYNCHRONOUS MESSAGING
The database option lends itself best to most of the requirements but connecting to a database can be time-consuming and there’s no assurance of availability – either of database or machine. Enter message queuing. The call to log activity actually writes XML to a local MSMQ queue which forwards the message to a destination queue – if and when the destination queue is available. There is no connection or wait for response time, (unless we configured our MSMQ message to wait for a response – which we will not), so writing the message to a local queue is extremely fast. Set it and forget it.
The destination queue is monitored by our windows service that pulls messages off the queue and posts those messages to a database – if and when the database is available. If the database is not available the messages remain in the destination queue. If it fails it can be configured to handle expectations as needed (email, other…). The same destination queue can handle messages from different instances of the same app or different apps so long as all senders format the same XML.
 A SIMPLE MSMQ ARCHITECTURE (One Message Sender)








A SIMPLE MSMQ ARCHITECTURE (1-to-Many Message Senders – Same Destination)












DEMO TIME
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Asynchronous messaging is email for programmers
MORE INTELLIGENT NOTIFICATION
Robust logging is great but unless all support people check the log every five minutes there’s a good chance events of interest will be missed and then the first people who do notice an error will be the end users. Support people need to be notified at the time of an exception.
However it is possible to be “over-notified”. For example, an unattended app that trips over the same error every 1 minute starting at 6PM Friday will could generate over 3,600 emails before Monday with the same error message.

· Configuring emails to not send the same message within a configurable time span

Sometimes a pop-up message, in addition to an email, may be more ‘attention getting’. We’re all overwhelmed with email messages. It’s easy to put incoming messages on the back burner just so we can get some other work done.
· Sending popup message via the Windows Messaging Service (different from MSMQ) or MSG.exe on Windows 7. There are issues here – maybe some other mechanism?
And Finally… Code Templates for Logging
Storing new method code templates as snippets or just plain text stored in a file can provide consistancy between methods, programs, and programmers. This provides a “fill-in-the-blanks” structure with mostly reusable logging code.

Suggested templates might be: One for functions, one for subs, and one for the IMPORTS/USING and declaration sections. Verbose logging can feel tedious or even cause concern that the code will suffer performace issues or just that the code is “over coded”. The more one codes for logging the greater the “pay back”. With time code that doesn’t log well looks “empty” and weak – at least to my eyes.
DEMO: Show ‘Function Template.txt’

LOCKING DOWN EXTERNAL USER-MANIPULATED DATA
Business users are more capable than ever and tools like Excel enable them to manipulate data like never before. The good news is that much of the functionality they need once required custom programming. Now that functionality comes “in-the-box”. The down side is they often want to feed their spreadsheets with core business data, manipulate that data, pass it around the office (or to outside partners) and then pass it back to primary systems-of-record. Yes we will of course protect our core data stores when we read that data back into our systems but that does cover all the possible exceptions…
· What validity checking are they applying?

· Are they working with a snapshot of reference data or is it real time?

· What logic are they applying through automation like Excel macros?

· Is it OK for an integer to be 47 million dollars? To be negative?

· Is it OK for one user to export data for another to import and apply different logic?
· What if this data passes our validity checks, updates our system-of-record, but is actually wrong? When would we find out? On an annual report 6 months later? How would we trace the exception? Would we look at data or assume our logic is broken or the report is broken?

When we write a custom application we’re locking down the rules and controlling the user interaction. We need to do the same with Excel and related products.
DEMO ONE (fun with uncontrolled Excel file – or two)

DEMO TWO (a controlled Excel file)

HOPE YOU ENJOYED THE SHOW!
Feel free to contact us to exchange ideas and keep the conversation going! Thanks!

Tom Demola
tomdemola@aol.com
Matt Fritz

mfritz2020@yahoo.com
STUFF THAT DIDN’T FIT INTO THE TALK…
Adding More Value Using SQL XML Data Type

SQL 2005 and forward support real XML data type so our log record could include one or more XML columns. This could support log data with and indeterminate number of values and/or store business data associated with a function. The SQL XML column data can be validated against XSD and queried to return a subset of records meeting criteria. This is VERY powerful.
· See “Making Sense of the XML Data Type in SQL Server 2005” (DEVX Article)

· http://www.devx.com/codemag/Article/31628
Using SQL 2008 FILE STREAM 
The MSMQ “File System Watcher” demo moved failed inbound data files to a folder and then reported where that folder was in the activity log record. This is OK but informational only with no real relationship between the log record and the data file.

What if we could establish a strong relationship between the log record and the data file without actually storing the data file with the log record? (A real database bad practice)!

Enter SQL FileStream which provides all the plumbing and services needed to accomplish this task. Enjoy! 
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Additional Resources
= FILESTREAM Overview
= Getting Started with FILESTREAM Storage

= FILESTREAM Data type: SQL Server 2008

* Getting Transaction with SQL Server 2008 FILESTREAM

= SQUServer 2008 FILESTREAM FAQs

= Provides improved performance for read access since
FILESTREAM data s managed drectly by Windons NTFS

= No imposed maxinum size for FILESTEAM data means you are
only imited by the size of the volume that stores the data.

= BLOB data particpates seanlessly in transactions, rolbacks and
badup operations

= Storage and management of unstructured data s smplified





· See “Getting Traction with SQL Server 2008 Filestream”

http://blogs.msdn.com/b/rdoherty/archive/2007/10/12/getting-traction-with-sql-server-2008-filestream.aspx
APP LOGGING MESSAGES
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